Evaluating Assumptions about Social Tagging
A Study of User Behavior in BibSonomy

Stephan Doerfel1, Daniel Zoller2, Philipp Singer3, Thomas Niebler2, Andreas Hotho2, and Markus Strohmaier3,4

1 ITeG & Knowledge and Data Engineering Group, University of Kassel (Germany)
dоорfel@cs.uni-kassel.de
2 Data Mining and Information Retrieval Group, University of Würzburg (Germany) {zoller, niebler, hotho}@informatik.uni-wuerzburg.de
3 GESIS (Germany) {philipp.singer, markus.strohmaier}@gesis.org
4 University of Koblenz (Germany)

Abstract. Social tagging systems have established themselves as an important part in today’s web and have attracted the interest of our research community in a variety of investigations. Henceforth, several assumptions about social tagging systems have emerged on which our community also builds their work. Yet, testing such assumptions has been difficult due to the absence of suitable usage data in the past. In this work, we investigate and evaluate four assumptions about tagging systems by examining live server log data gathered from the public social tagging system BibSonomy. Our empirical results indicate that while some of these assumptions hold to a certain extent, other assumptions need to be reflected in a very critical light.

1 Introduction

Social tagging systems such as BibSonomy, Delicious or Flickr have attracted the interest of our research community for almost a decade. While previous research has significantly expanded our expertise to describe [4] and model [2], social tagging systems, the community has also built their work on certain assumptions about usage patterns in these systems, which have emerged over time. For such assumptions, arguments and evidence have been discussed, though it is not clear to which degree they remain valid in actual tagging systems. Only a few studies have analyzed user behavior in social tagging systems to better understand such assumptions, either by (i) conducting user surveys (e.g., [5]) or by (ii) tapping into the rich corpus of tagging data (i.e., the posts) that is available on the web (e.g., [2]). However, such studies lack of detailed data how users actually request information. In this paper we overcome these drawbacks by presenting and thoroughly investigating a detailed usage log of the real-world, open social tagging system BibSonomy.

* Extended Abstract for Work-in-Progress.
5 http://www.bibsonomy.org/ see [1] for a detailed description and various analyses.
2 Assumptions and Results

The Social Assumption. Assuming that social tagging systems are social, we measure to which degree users collaboratively share resources and we discuss evidence for the interest of users in the content of others. Details of this analysis can be found in [3].

The Retrieval Assumption. For the retrieval assumption we investigate whether users store resources in BibSonomy for later retrieval. We discover that while users post a large number of resources and tags to BibSonomy, they only retrieve a rather small fraction of them later.

The Equality Assumption. The equality assumption claims that the three sets of entities in a tagging system – users, tags, and resources – are equally important for navigation and retrieval. However, we find a strong inequality in the use of these entity sets: in BibSonomy, requests to user pages dominate the number of requests to tags and to resources.

The Popularity Assumption. Finally, we test whether the popularity of users, tags, and resources in posts is matched by their popularity in retrieval. We observe common usage patterns in posting and requesting behavior on an aggregate level. The patterns are less pronounced on an individual level.

Acknowledgments. This work is in part funded by the DFG through the PoSTs II project.

References